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1 Background
Nosocomial outbreaks (i.e., outbreaks in hospitals and other health care facilities) can cause serious 
problems for patients and health care personnel. An efficient identification of the outbreak's origin 
is important to prevent further spread of pathogens. Finding the source of an outbreak often requires 
time-consuming  and  labor-intensive  analyses.  But  during  the  actual  outbreak  management,  the 
immediate initiation of prevention measures like the use of barrier precautions or the change of 
disinfecting agents has to be to considered as well. Outbreak descriptions in the literature are an 
essential support for the outbreak management. In medical publication collections like PubMed [1] 
one finds a large number of publications concerning outbreaks or a certain pathogen. But not all of 
these publications might be helpful in the case of a concrete outbreak, as often only a fraction of the 
articles describe outbreaks and measures which have been accomplished. Thus, finding relevant 
articles and gathering specific information is a time-consuming matter.
Outbreak Database [2] is  a  manually curated online database of  nosocomial  outbreaks that  are 
published in the literature. The project has been started in 2001 by infection control and hospital 
epidemiology experts and the data is updated continuously. Outbreak DB currently contains more 
than 2300 descriptions of outbreaks published in the years 1956 to 2009 with over 240 different 
pathogens. The description of an outbreak (a report1) is entered in a structured way into Outbreak 
DB. Different categories and fields (e.g. pathogen, source, transmission, measures) are defined to 
give an overview about the information of the original article. Every report entered into Outbreak 
DB is also available as a PDF file, and a hyperlink to the original article is provided. Outbreak DB 
offers a search function which allows an overview over all outbreaks regarding special aspects of 
information. Queries are possible for all defined categories and fields (e.g. for a specific pathogen 
or a specific source). It is also possible to search for a combination of categories and fields (e.g. 
outbreaks  with  a  specific  pathogen  and  a  specific  source).  The  results  of  the  user's  query  are 
displayed in various ways.
The  project  was  originally  started  by  the  Institute  for  Medical  Microbiology  and  Hospital 
Epidemiology, Medical School Hannover [3], the company Schülke & Mayr [4] and the Institute for 
Hygiene  and  Environmental  Medicine,  Charité  –  University  Medicine  Berlin  [5].  Currently  all 
processes concerning Outbreak DB are managed by the latter.
More information can be found in [6], [7] and [8].

2 Motivation and Goals
2.1 Classification
The vast majority of the articles that are the basis for the reports in Outbreak DB are recorded in 
PubMed, which usually provides an abstract and a link to the article's full text. We refer to the set of 
articles recorded in PubMed as PMA. We ignore articles other than those in PMA, because these are 
of little practical relevance, and including them would unnecessarily add complexity. For the rest of 
this exposé, we use the word article only to refer to articles in PMA.
We assume that PMA consists of a subset of articles that describe nosocomial outbreaks, which we 
refer to as NO, and its complement NO. The ultimate goal of Outbreak DB is to correctly classify 
each article as either being in NO or in NO and to provide a structured report for each article in NO. 
However, this goal cannot be reached in the near future and might never be reached. Human experts 
cannot accomplish the task within reasonable financial and time constraints, because |PMA| is too 
large. Automatic classification based on machine learning might be a valuable tool, but it is usually 
not 100% correct. Hence, the actual goal of Outbreak DB is an approximation of the ultimate goal.

1 On the project's website, reports are called Outbreak Articles.
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Until to-date, the processes to acquire data for Outbreak DB have been variations of the following 
process:

• A query is issued to PubMed, e.g. nosocomial outbreak 2009.
• Each article  in  the result  set  is  examined by a  human expert  who trys  to  classify it  as 

relevant or not. In the former case, the expert creates a report from the information in the 
article  and  adds  it  to  Outbreak  DB.  In  the  latter  case,  the  expert  also  records  this 
information.  In some cases,  the expert  might  not be able  to classify it  and records  this 
information as well.

The problem with this process is that precision and recall of the queries seem to be quite low, which 
leads to inefficiency of the experts' work and missing reports in Outbreak DB, respectively. One 
approach to create a better query is to refine it manually, which would probably require a lot of 
experimentation and would possibly yield no satisfactory result.

Hence, a more systematic approach to classification of an article is desired. Machine learning (ML) 
is an established tool for such a task (see [9], [10] and [11]). In ML, a learning algorithm takes a 
training set of instances that are labeled with their classes as input and produces a classifier as 
output. In our case, an instance corresponds to an article from PubMed and consists of its features. 
The features are supposed to represent the article and can be based on natural language components 
of  the  article  (e.g.,  words  in  the  abstract),  metadata  (e.g.  associated  MeSH  terms  [12]),  or  a 
combination of these. The classifier then classifies unseen instances, i.e.,  labels them with their 
class. Its effectiveness depends on various parameters, e.g., the quality of the training set and the 
choice of the features.

Usually,  classifiers  can also be used to assign a new instance a  measure of likelihood of class 
membership. This is desirable for Outbreak DB because experts can process those articles given a 
higher likelihood with a higher priority, and because the likelihood is useful information for end-
users, who can base their decision of reading an article on that measure (in case experts have not yet 
manually assigned a class to it).

Thus, the first goal of the diploma thesis is to build and evaluate a classifier that can be used to 
approximate Outbreak DB's ultimate goal, i.e., a classifier that assigns an article from PubMed one 
of the classes NO or NO and the likelihood of being in NO.

2.2 Term Identification
Creating reports is a labor-intensive process for experts. Providing suggestions for the fields in the 
reports they create might speed up the experts' work. A technique potentially capable of providing 
these  suggestions  is  term identification  (see  [13],  [14] and  [15]).  Through  term identification, 
single-word and multi-word terms can be recognized in texts and mapped to master data.

The second goal of the diploma thesis is to build such a term identifier for a few selected term 
classes.

3 Approach
3.1 Classification
For classification, the following sub-tasks must be performed:

• Choice of training set, test set and possibly validation set
• Choice of appropriate features of PubMed articles
• Choice of an appropriate ML algorithm and its parameters
• Evaluation of the results (recall, precision etc.)
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It is difficult to plan the approach in detail, because applying ML involves a lot of experimentation 
and because there are many alternative methods. However, the approach will be oriented towards 
the following procedure:

1. Split  the  set  of  positive  instances  (articles  known to  be  in  NO)  and  negative  instances 
(articles known to be in NO) into a set for training and validation and a test set. The former 
set  contains  about  75% of  the  positive  and  negative  instances  each,  and  the  latter  set 
contains the remaining 25%.

2. Augment the set for training and validation with 10,000 articles randomly selected from 
those articles in PubMed where the class is not already known. Since it seems reasonable to 
assume that the number of relevant articles in PubMed is only a small fraction of all articles 
in PubMed, we can treat these 10,000 articles as negative examples without introducing 
much noise into the set for training and validation. This augmentation is necessary because 
the  ratio  of  positive  and  negative  instances  in  the  unaugmented  set  deviates  from the 
assumed ratio in the whole set of PubMed articles by orders of magnitude. Put simply, we do 
not have enough negative instances. Without the augmentation, the resulting classifier would 
have an extremely strong bias.

3. Feature generation and training
1. The  bag of words  approach  [9] is used for feature generation, where some pieces of 

metadata are also included as “words”.
◦ The features (“words”) used are:

▪ All  terms  in  the  PubMed  abstracts,  excluding  the  500  most  frequent  terms, 
stemmed with the Porter Stemmer [16].

▪ Some metadata: journal, year of publication etc.
◦ The values for a feature are the TF/IDF values, where TF = 1 for metadata features.

2. A Naïve Bayes classifier and a Support Vector Machine are built using a training set. 
The  training  set  consists  of  about  75% of  the  instances  in  the  set  for  training  and 
validation.

3. Evaluation (precision and recall) is done using the validation set. The validation set is 
the set for training and validation minus the training set.

4. Go back to step 3.1 in order to improve the results in step 3.3. Do this several times.
4. Evaluation (precision and recall) is done using the test set.
5. Optional:

Evaluate the ranking implied by the likelihood of being in  NO assigned to each article. 
Ideally, the positive training instances should be ranked very high, and the negative training 
instances should be ranked very low.

RapidMiner [17], an environment for machine learning and data mining experiments, will be used 
as a tool to support the tasks.

3.2 Term Identification
A dictionary-based approach will be used for term identification. The basic idea of this approach is 
to  simply  look  up  the  master  data  in  the  text.  However,  this  approach  is  usually  refined  by 
performing fuzzy instead of exact string matching, using synonyms etc. This approach is usually not 
suitable for all interesting term classes in an application, but can perform well on some term classes 
(see [18] and [19]).

The term classes microorganism and country seem to be interesting candidates for the dictionary-
based approach, but appropriate classes have yet to be determined in collaboration with the human 
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experts.  Three  term classes  will  be chosen and the  identification  will  be  based  on abstracts  in 
PubMed.

The accuracy of the term identifier will be evaluated using the information in the structured reports 
that human experts have created.
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