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Abstract

We present a system for the identi�cation of
syntax patterns describing interactions be-
tween genesand proteins in scienti�c text.
The systemusessequencealignments applied
to sentencesannotated with interactions and
syntactical information (part-of-speech), as
well as �nite state automata optimized with
a genetic algorithm. Both methods iden-
ti�ed syntactical patterns that are general-
izations of textual representations of agent-
target relations. We match the generated
patterns against arbitrary text to extract in-
teractions and their respective partners. Our
best system uses�nite state automata opti-
mized with a genetic algorithm, and scored
an F1-measureof 51.8%on the LLL'05 eval-
uation set.

1. In tro duction

The task for the Learning Languagein Logic (LLL'05)
challenge was to build systems that extract inter-
actions between genesand/or proteins from biologi-
cal literature. From sentencesannotated with agent-
target relations and other linguistic information, rules
or models had to be learned and were evaluated after-
wards (Genic Interaction Extraction Challenge,2005).
For this benchmark, not only the interacting partners
had to be extracted, but also the agent-target depen-

App earing in Proceedings of the 4 th Learning Languagein
Logic Workshop (LLL05) , Bonn, Germany, 2005. Copy-
right 2005 by the author(s)/o wner(s).

dencieshad to be resolved correctly.

The task of relation mining in the biomedical domain
has been studied widely over the last years. Current
research covers protein-protein interactions (Huang
et al., 2004; Daraselia et al., 2004), subcellular loca-
tions (Stapley et al., 2002),disease-treatment-relations
(Rosario & Hearst, 2004), and certain other types.
Early systems relied on simple co-occurrence analy-
ses, and such techniques still provide very good re-
call performance for obvious reasons. Including syn-
tactical information for shallow parsing leads to bet-
ter results in the identi�cation of co-occurring terms
in conjunction with a verbal phrase (Chen & Sharp,
2004), i.e., yields more precisepredictions. Currently ,
systemsbasedon sequencemodeling, and pattern- or
rule-basedextraction provide the best results for de-
tecting protein-protein interactions (Xiao et al., 2005;
Huang et al., 2004;Saric et al., 2005).

The relation extraction systemwe usedfor the LLL'05
challenge consisted of two major components. The
�rst extracted syntax patterns typical for textual
descriptions of interactions from labeled examples.
These patterns reside on part-of-speech information
and markup of genesand selectednouns and verbs.
We followed two strategiesto learn such patterns from
a given training sample. One was to apply a pat-
tern generating algorithm comparable to the one de-
scribed in Huang et al. (2004) to annotated examples.
Subsequent pairwise alignment of sentencesultimately
yielded patterns with as much support in the training
data as possible. The other strategy was to generate
�nite state automata representing patterns, and to op-
timize theseautomata on the training sampleusing a
genetic algorithm to achieve optimal results.



LLL'05: Iden ti�cation of Language Patterns Based on Alignmen t and Finite State Automata

After patterns had beenextracted, the secondcompo-
nent matched theseagainst arbitrary text to detect in-
teractions.Matching was either basedon aligning new
sentenceswith patterns, or on mapping new sentences
into FSAs, respectively.

All patterns we extracted from the given examplesre-
sembled sentences often used for describing interac-
tions. Typical examplesoften found in the literature
are, for instance,

ykuD is transcribed by SigK RNA polymerase(1)
yfhS is transcribed by E sigma E (2)

ComK regulatesthe expressionof degR (3)
GerE inhibits the transcription of sigK (4)

It can easily be seen that (1) & (2), and (3) & (4)
share a similar syntax, respectively. Replacing words
with their respective part-of-speech tags, phrases(1)
and (2) could be subsumedwith the pattern

gene verb:p3s verb:pp preposition protein

This pattern describes every (partial) sentence that
contains a gene,followed by a verb (present, third per-
son singular), another verb (past participle), a prepo-
sition, and �nally a protein1. The secondverb could
be narrowed down even further, by either accepting
only verbs seen in the training data, or by compil-
ing a list of possible verbs used for describing inter-
actions. We followed the secondidea, and had lists
for verbs and nouns, which we refer to as interaction
verbsand - nouns or simply types in the following (see
Section 2.4.1 and supplementary information).

In this paper, we shall give an overview of all methods
and algorithms used,present the preprocessingof the
data set, and concludewith a discussionof our results
and �ndings.

2. Metho ds and Algorithms

There were two possibilities to extract and represent
patterns from a set of labeledexamples.The �rst gen-
erated a set of patterns using pairwise alignments of
sentencesfrom the training sample. Thesealignments
were transformed into a pattern. The secondmethod
was learning �nite state automata from the training
sample.

For both approaches,we represented each sentence as
a sequenceof POS tags instead of tokens. Addition-
ally, we did not take the full sentences,but only the
immediate phrasesrelevant to the description of the
interaction. This included a certain boundary around

1 In the following, we do not distinguish between genes
and proteins.

Table 1. POS tags and costs for matches/mismatches.
Costs shown: Gap - aligning POS tag with gap; Match -
exact match; Group - match within group (same �rst let-
ter); Other - mismatch.

POS Tag Gap Match Group Other
PTN -10 +4 -3
IVERB -10 +3 -3
INOUN -8 +3 -3
NN/NNP -8 +2 +1 -1
NNS/NNPS -7 +2 +1 -1
VB/VBP/VBZ/
VBD/VBN/VBG -7 +2 +1 -1
IN, CC, TO -6 +2 -1
'(', ')', ',' -6 +2 -1
RB, RBR, RBS -1 +2 +1 -1
JJ, JJR, JJS -1 +2 +1 -1
DT, WDT -1 +2 -1

the phrases(we experimented with up to three words
to the left and right).

2.1. Pairwise Alignmen t to Generate Patterns

2.1.1. Alignments

Quite a few methods are available to measurethe sim-
ilarit y of two (or multiple) sentences. Our method
was sequencealignment, which calculates a consen-
sus sequencein addition to the similarit y score. This
consensussequencerepresented all parts (POS tags
and their positions) the aligned sequenceshad in com-
mon, and could be used directly to form a pattern.
Figure 1 shows an example for two aligned sentences.
For the alignment and scoring of sentence pairs, we
implemented the local and end-spacefree alignments
(Smith & Waterman, 1981; Needleman & Wunsch,
1970). With local alignment, the aligned sentences
could be quite dissimilar overall, but had to contain
regionsthat werehighly similar (e.g., a verb phraseor
main clause). All other parts could have completely
di�eren t syntax and semantics. Using the end-space
free variation of global alignment, gaps at the begin-
ning or end of a sentence had costsof zero, regardless
of length. For calculating the costs for matches, mis-
matches,and gapsin the alignment, we useda substi-
tution matrix covering the whole alphabet (19 part-of-
speech tags). Thesecosts were derived from previous
experiments, and are are shown in Table 1. We found
that while the exact values were less in
uen tial, the
overall tendency of rewards and penalties for di�eren t
sorts of replacements was important. A substitution
matrix for an extended alphabet (full Penn Treebank
tag-set) can be found in the supplementary informa-
tion.
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the oxidized cytochrome c binds phosvitin and -> DT JJ PTNIVERB -- PTNCC
the profilin binds to G-actin , -> DT -- PTNIVERB IN PTN,

---------------- --- -- -- --- -
consensus sequence of both (partial) sentences - DT PTNIVERB PTN

Figure 1. Example for an alignment and consensussequenceof two POS tags sequences.Sentencesare represented using
POS tags. CC, conjunction; DT, determiner; IN: preposition; JJ: adjective; PTN, protein/gene; IVERB: verb describing
an interaction.

2.1.2. Patterns

Each pattern consisted of two types of information:
the pattern itself, i.e the sequenceof POS tags, and
the positions of agent, target, and interaction type in
this pattern. A simple examplefor a pattern would be

pattern = PTN IVERB PTN
relation = f (a=1, t=3, i=2) g,

matching sentences with the basic structure \pro-
tein interaction-verb protein", for instance, \ComK
regulatesdegR". The agent-target dependencyis given
via the tuple (a,t,i), where the �rst two digits refer to
the positions of agent and target, and the third digit
to the position of the interaction type, respectively.
Pleasenote that we did not distinguish betweengenes
and proteins, but mapped both entities to the same
tag, `PTN'.

An exampleis shown in Figure 2. Each pattern p con-
sisted of a POS sequences, and a (set of) relations,
K . Each element of K depicted a single interaction,
and the triple (a; t; i ) referred to the positions of agent,
target, and interaction type within the sequence,re-
spectively. Note that for the positions, we took into
account only proteins and interaction nouns or verbs.
(1; 3; 2) thus stood for a relation between the agent
protein at position 1 and the target protein at posi-
tion 3, described by the verb at position 2.

2.1.3. Genera ting Patterns with Alignments

The pattern generatingalgorithm iterated over all sen-
tence pairs and calculated the best alignment for each
pair (seeSection 2.1.1). Each respective consensusse-
quencefrom the optimal alignment of these two sen-
tencesformed a pattern. We counted the occurrences
of all such patterns to calculate the support for each
pattern in the training data. The maximum number of
patterns for n sentencesis n(n� 1)=2, but in practice not
all were generated,since a set of di�eren t alignments
can lead to the sameconsensussequence.On the other
hand, in casethere were multiple optimal alignments,
all alignments were taken to form (di�eren t and/or
identical) patterns. The algorithm in Figure 3 shows
the pattern generating algorithm as pseudo-code.

Figure 2. Text t aligned with pattern p. Consensus se-
quenceis tc , forming two interactions: agent 1 with target 3

via type2 , and agent 1 with target 4 via verb type2 , respec-
tiv ely.

Our pattern generating algorithm iterativ ely searched
for the most similar sentences,and tried to subsume
thesewith a more generalexpression,if necessary. As
we took alignments for this step, we used the respec-
tiv e consensussequencesfor the generalizedsequences.
This general expression, which we call pattern, was
then addedto a set. This set functioned asa model to
explain the training data. Only patterns with at least
two proteins and oneinteractor (speci�c verb or noun)
were included in the �nal set. From the �nal set, all
patterns below a minimum support (i.e. the number
of aligned sentence pairs producing this pattern) were
removed.

2.1.4. Appl ying Patterns to Arbitrar y Text

We studied di�eren t methods to apply the generated
patterns to arbitrary text: alignments, �nite state au-
tomata, hidden Markov modeling, and hand-crafted
rules (Plake et al., 2005a; Plake et al., 2005b). For
the LLL'05 challenge,we usedlocal and end-space-free
alignment.

The alignment worked just like described in Section
2.1.1. Figure 2 shows an example for a pattern, its
information, its alignment with a text and the result-
ing interactions. The positions for agent, target, and
interaction type (the latter was not necessaryfor the
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Input: set of annotated sequences,S;
threshold d

for all si ; sj 2 S, i 6= j do
ci;j = consensus(si ; sj )
K = (posa ; posb; posi ) = positions of
partners a; b, and interactor i in ci;j

p = (ci;j ; K )
if p =2 P then

add p to P; occp = 1
else

occp++
end if

end for
remove all p 2 P with occp < d

Output: set of patterns, P

Figure 3. Pseudocode of the pattern generating algorithm.

LLL'05) in the newsentencewerededucedfrom the in-
formation stored with each pattern. This was needed
to solve the dependencybetweentwo proteins and for
caseswith multiple proteins in one sentence.

2.2. Learning Patterns with Finite State
Automata

For the secondapproach to generateand represent pat-
terns describing protein-protein interactions, we used
Mealy �nite state automata (FSAs). In these au-
tomata, each position in a sentence(i.e. part-of-speech
tag) was represented by a transition from one state
to another. Transitions thus modeled the sequenceof
POS tags in a sentence. The FSA has a dedicated
start state, depicting the position before the �rst tag
in a phrase. We stored each transition possible from
each state to another in a matrix. For each state in the
FSA, such a matrix contained all transitions possible
to a new state using the next POS tag in the sequence.
Figure 4 shows an example, where columns represent
the alphabet (=POS tags), and rowsthe states,respec-
tiv ely. Each cell denotedwhether a transition from the
current usinga particular POStag waspossibleor not,
and to which new state this transition would lead.

It was possible to further generalizeFSAs. By intro-
ducing word gaps of variable length between states
(i.e. between positions in a sentence), the FSA con-
tained not only sentences�tting phrasesexactly, but
allowed for insertions (for example, short subordinate
clausesor expressionsin brackets). SeeFigure 5 for
examples. Intuitiv ely, a more \strict" FSA (no word
gaps)would yield more preciseresults, while a \lo ose"
FSA (word gapsof in�nite length) would gain a higher
recall, by �tting more sentences.

Figure 4. Mealy-FSA and its transition matrix; s: number
of states, �: alphabet of POS tags. For example, from
state 1 a transition is possibleeither to state 2 using 'PTN',
or back to state 1 using any other, non-listed POS tag.

We encoded the transition matrix described above in
a single array. The value in each cell was transformed
into a binary representation, depicting the index of
a new state, when the transition using a particular
POS tag was possible,or zero otherwise. In addition,
we added a bit to this cell value. Whenever this bit
was set to one, the transition led not only to a next
state, but in addition, this state wasan end-state. Ta-
ble 2 shows an example for the binary representation
of state 3 from Figure 4. In addition, the positions
for agent(s), target(s), and interaction type(s) in the
sentenceshad to be encoded. Taken together, this led
to a binary representation of FSAs, which we refer to
as a genome. In such a genome,all positions for the
states, and all positions for transitions and end-states
were �xed. Translations from a matrix to a genome
and back thus were unambiguous.

The task now was to �nd one or more good FSAs en-
coded by such genomes. We �rst started with a set
of random genomes,representing a population, where
each individual encoded an FSA with six states2. Ini-
tially , most of the individual members of a population
would encodea valid, but certainly a \bad performing"
matrix. We optimized this population on the training
sample using a genetic algorithm, see (Plake et al.,
2005b). For this approach, we could use either preci-

2The number of states was evaluated in further experi-
ments; data not shown.
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Figure 5. FSAs with word gaps. (A) shows the original
transitions between two states, with a protein tag in the
middle. In (B), the FSA was extended with an additional
transition from the left state, using any POS tag, to the
same state. This transition could be used multiple times.
(C) shows an extension for a maximum of two, instead of
multiple, optional POS tags.

Table 2. Binary representation of state 3 from the matrix
in Figure 4. The table shows all possible transitions, and
to which new state each transition leads. Using `PTN', the
transition from 3 to 4 would lead to an end-state.

POS new end- possible transition
tag state state?
DT 000 0 \no transition possible"
IN 011 0 \p ossible to state 3"

PTN 100 1 \to state 4 ) end-state"
INT 000 0 \no transition possible"
POS 000 0 \no transition possible"

sion, recall, or f-measureas a �tness function to mea-
sure the performance of every individual FSA in the
population. Choosing the best 25% of a population
to form the basis for a new generation, we �lled the
missing 75% using recombinations, cross-overs, and
mutations of this parents. Ultimately , this led to an
FSA (the \b est" genomein the population) covering at
least somepositive examples3 from the training sam-
ple. As soon as no further improvements could be
achieved, we removed all training sentences covered
by this FSA. On the remaining sample, we started
over with a completely new random population. We
followed this separate-and-conquer strategy, until no
positive sentenceswere left in the training sample, or
a certain number of FSAs was found.

2.2.1. Appl ying Finite St ate Automa t a

In order to match interactions and to learn patterns
basedon FSAs, we had to foreseein our patterns that
they match variabilit y in the text. This meant that
starting at the �rst tag in each phrase, a sequence
of states including repetition of transitions had to be
foreseenin our FSAs, ultimately leading to an end-
state with the last tag. To parse complete sentences,

3A positive example contains at least one interaction.

we tested all sub-phrasesstarting at the �rst word,
the secondword, the third word, and so on. If the
languageof an FSA covered a phrase,then index posi-
tions similar to the onesdescribed in 2.1.1de�ned the
interaction's partners and type.

2.3. Data Sets

For generating patterns, we used two corpora in
two separate runs. All contained sentences found
in MedLine citations, together with markup for all
gene/protein names,all interactions and their respec-
tiv e types (i.e. agent-target relations). The �rst cor-
puswasthe training data setprovided with the LLL'05
challenge, consisting of 55 sentences with 103 genic
interactions. No negative exampleswere included in
this corpus. The other corpus had annotated protein-
protein interactions, and consisted of 1000 sentences
with 256 interactions in 174 sentences. This second
corpus was derived from the BioCreAtIvE task 1A
data set (Hirschman et al., 2005), in which geneand
protein nameswere marked. Further annotations for
protein-protein interactions basedon this markup were
added manually.

For the evaluation of strategiesand methods, we gen-
erated patterns from the 1000 sentences,and applied
them to the 55 sentences,on which we could measure
the performance. The �nal test set consistedof 86 sen-
tencescontaining genic interactions, and wasprovided
with the LLL'05 challenge.

We tested di�eren t combinations of data setsfor train-
ing and testing, and di�eren t methods for applying
patterns to the respective test set. For the �nal solu-
tion, we learnedpatterns from our own corpusof 1000
sentences and combined them with patterns learned
from the 55 training sentences.

2.4. Prepro cessing

In order to apply our system to the training and test
data, we had to perform several pre-processingsteps.
First of all, we transformed the data into XML for-
mat, including a proper tokenization. The indices of
words in the word-list provided di�ered slightly from
the corresponding token's index. Our tokenization in-
cluded punctuation marks, brackets, and hyphens. We
split expressionslike 'sigma(K)-dependent' into three
tokens, 'sigma(K) - dependent'.

2.4.1. Named Entity Recognition

A full list of all geneand protein namesand synonyms
or spelling variants appearing in the corpus was pro-
vided with the data. Named entit y recognition could
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Table 3. Slight modi�cations of the dictionaries and data sets.

- removed blanks E sigma 27 (29, 43); E sigma A (D,E,F,G,H); sigma 29 (32, 70)
- removed symbols sigma-43; Spo0A-P, Spo0A~P; SpoIIAA-P; alpha-amylase; PBP4*; PhoP~P
- removed symbols & blanks pro-sigma E (K)
- added to dictionary lacZ (ID 8169223-5,10767540-2);orf10 (10481082-2)
- altered in dictionary sigma 27 = sigK according to 2492118-2
- added '.' at end of sentence ID 10400595-1

thus be reduced to an exact matching of sentences
against the dictionary. However, we intro duced some
minor modi�cations to cope with blanks, symbols, and
overlapping gene names ('sigma E' versus 'E sigma
E' and 'pro-sigma E' ). We normally tackle the NER
task using machine learning approachesbasedon sup-
port vector machines(Hakenberg et al., 2005). We did
not distinguish betweengenesand proteins, neither in
NER nor in patterns. In the literature, namesrefer-
ring to genesor proteins often are quite similar or even
usedas synonyms, and the exact meaning most times
is hard to resolve.

Our pattern composition is based on part-of-speech
tags annotated for each token. For POS-tagging,
we used the TnT-T agger, trained on the Wall-Street-
Journal corpus (Brants, 2000), generating tags from
the Penn Treebank tag-set (Santorini, 1990). In addi-
tion, we neededmarkup for tokensdescribing interac-
tions, referred to as either interaction nouns or verbs
(such as 'activation' , or 'inhibits' ). We performed this
step by combining POS-tag and word stem (Porter,
1980) to �nd an entry in �xed term-lists for nounsand
verbs. The tokensin theselists wereselectedby expe-
rience gathered in previous studies, and additionally
included suggestionsfrom Temkin and Gilder (2003)
aswell (seesupplementary information). Werestricted
the tags usedin this approach to the onesshown in Ta-
ble 1.

2.4.2. Dictionar y and Canonical Forms

For the LLL data sets, we transformed every pro-
tein/gene name to its respective canonical form, as
provided with the data. We subsequently matched ev-
ery spelling variant of protein/gene namesoccurring in
the corpus to its corresponding canonical form, start-
ing with the longest synonyms to avoid errors in over-
lapping names. In addition, we altered someentries in
the dictionary to deal with theseproblems. In general,
in the re�ned dictionary, canonical forms did not have
blanks or symbols (seeTable 3). We addedtwo names
(lacZ and orf10), becausethey occurred in the corpus,
but not in the dictionary.

Table 4. Patterns extracted from our corpus; table shows
only patterns with a support of � 30. Dependenciesrefer
to di�eren t possibilities for agent/target relations; A: �rst
protein in the sentences, B: second,C:third.

Pattern Support Dependencies
PTN IVERB PTN 1405 A! B, B! A, A$ B

PTN IVERB DT PTN 258 A! B, A$ B
PTN IVERB IN PTN 173 A! B, B! A

PTN INOUN PTN 138 A! B, B! A
PTN INOUN IN PTN 116 A! B, B! A

PTN IVERB IN DT PTN 46 A! B
PTN RB IVERB PTN 45 A! B, A$ B

INOUN IN PTN IN PTN 35 A! B, B! A
PTN IVERB NN PTN 35 A! B

PTN IVERB PTN PTN 30 A! B, A! C

Table 5. Performance on di�eren t typesof interactions; all
without linguistic information, without co-refs. Numbers
in brackets give the total number of existing interactions
(FN), and predicted interactions (FP), respectively.

action bind regulon nothing all
TP 19 7 2 0 28
FN 17 (36) 5 (12) 2 (4) 0 (0) 24 (52)
FP 10 (29) 4 (11) 1 (3) 13 (13) 28 (56)

3. Results and Discussion

From our corpusof 1000sentences,we wereable to ex-
tract 148patterns (seeTable 4). The pattern with the
highest support was \PTN IVERB PTN" { 1405dif-
ferent alignments producedthis sequence.The second
best pattern, \PTN IVERB DT PTN" had a support
of 258only. Thesenumbers included multiple optimal
alignments for pairing two sentences. Table 4 shows
the ten patterns with the highest support in the train-
ing data.

We decidedto sendthe prediction (supposedly)having
the highest F1-measure.This solution scoredan F1 of
51.8%(precision of 50.0%at 53.8%recall; seeTables5
and 6).

For the challenge, we did not use the co-references
and linguistic information as provided with the cor-
pus. Error analysis (for predictions on the training
data) revealedthat our systemoften predicted the in-
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Table 6. Results from the evaluation for di�eren t
methods and corpora. Upper corpus for train-
ing, lower for test; C1000 : corpus of 1000 sentences;
C55 : genic interaction data; C86 : basic test data.

Method Corpus Pre Rec F1
Alignment C1000 57.1 7.8 13.7

C55

Alignment C55 63.6 8.1 14.4
C86

Mealy C1000 64.3 17.5 27.5
(2 FSAs) C55

Mealy C1000 42.9 9.2 15.2
(2 FSAs) C86

Mealy C55 28.1 31.4 29.6
(4 FSAs) C86

Mealy C1000+55 50.0 53.8 51.8
(5 FSAs) C86

teracting partners correctly, but erred on the direc-
tion of the interaction, i.e. it interchangesagent and
target. Using linguistic information, it might be pos-
sible to resolve some of these dependencies. Syntac-
tic relations could help to generatemore speci�c pat-
terns containing whole phrasesinstead of single tags
(\expression of rsfA"). For this speci�c phrases,cer-
tain positions could even be restricted to particular
tokens, instead of general POS tags. Combinations
of verbs and prepositions, for instance, contain lin-
guistic information clearly stating the exact role of a
gene/protein appearingbeforeor after this verb phrase
(\w as phosphorylated by"). Grouping particular in-
teraction types together (e.g., \phosphorylation" and
\meth ylation" refer to the creation of bonds,while \re-
duction" and \repression" imply an inactivation) and
restricting patterns to theseparticular typesmight fur-
ther help to exploit nomenclature usages.

Wesaw that the performanceof our approach is clearly
dependent on the sizeof the training set. Our system
was able to detect only interactions for which it en-
countered a quite similar examplein the training data.
Using only 55 sentencesfor generatingpatterns proved
insu�cien t, as many relations in the test set did not
resemble any of these.

Our training corpus of 1000 sentencescontained 256
di�eren t protein-protein interactions, but these were
in generalquite dissimilar from the genic interactions
in the LLL data. This di�erence clearly had an impact
on the performance. For instance, our examplesdid
not include any descriptions of regulon family mem-
berships at all. Most of our examples describe ac-
tions and bindings, and our system performed better
in thesecategories(seeTable 5).

Statistical analysesof the corpora revealed that the

pattern protein-interactor-protein (PIP) was used in
78.1%of all cases,and IPP accounted for 18%, leaving
3.9% for PPI. In 58% of the relations, the agent was
mentioned before the target.

The results of the system presented here were not
overly satisfying. On our own corpus, alignments
scoreda precisionof 91%or a recall of 65%,and Mealy-
FSAs yielded 79% precision or 88% recall. These re-
sults could be con�rmed on the IEPA corpus (Ding
et al., 2002), which contains protein-protein interac-
tions as well.

Supplement ar y Inf orma tion

For supplementary information, please visit
http://www.infor matik .h u-ber lin .d e/~ hakenber/
publ/suppl/ .
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FSA, �nite state automaton; NER, named entit y
recognition; PGA, pattern generatingalgorithm; POS,
part-of-speech (tag).
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